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In order to understand the basics of a Data Warehouse system, it is important to understand certain concepts, such as On-Line Transaction Processing (OLTP), Data Marts, and On-Line Analytical Processing (OLAP) and Cubes. 

On-Line Transaction Processing (OLTP) is the most common source of data for businesses. In a retail environment, the point of sale (POS) system will ring up customer purchases. The POS will store the transaction information in the OLTP. This information might include attributes such as item part number, price, and quantity. If this were a small mom and pop store, one could just use the OLTP for queries and business decision support. However, most businesses have more than one POS storing data into the OLTP. Chain stores might have hundreds of stores storing data into OLTP. There is so much data coming into the OLTP from all the POS, that the OLTP grows in size very quickly. Typically, large chain stores only store 6 months worth of data at a time on the OLTP and must archive old data. In addition, multiple POS feeding the OLTP generate a great deal of throughput and processor use. If end-users were to run a large query to the OLTP, that extra processor use could cause the system to crash or miss POS data. Another problem with using the OLTP for decision support is that users would only be able to access the most recent few months of data.


A Data Warehouse is a semi-offline database designed specifically for end-user analysis and business decision support. It is a subject orientated, Time-variant, integrated, and nonvolatile combination of business data. It is designed to import data from many different sources inside the company (Data Transformation).

These data sources might include accounting data, shipping and receiving data, customer data, and Inventory data as an example. They might be stored in various forms within the company and its various departments and divisions (spreadsheets, Flat Files, Access, legacy software). These data sources are 
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extracted, filtered, conditioned, scrubbed, and loaded into the data warehouse.

Figure 1. Typical Data Warehouse Framework

Subsets of the Data Warehouse can be built for individual department use. For instance, the purchasing department might only need information regarding product demand over time and past wholesale pricing to perform their forecasting. 

These data subsets of the Data Warehouse are called Data Marts. Data Marts are just like Data Warehouses in function. The only difference is that they don’t have all the available company data. They can be replicated and built from the main business Data Warehouse for use by individual departments. Since Data Marts are much smaller than Data Warehouses, they can run on less expensive hardware. The use of Data Marts relieves user demand on the Data Warehouse.

The Data Warehouse stores multiple sources of data from within the company. This can benefit the company in many ways. End-users can query historical data to find answers to questions and support operational needs. How does this differ from a conventional database? The first difference is that the Data Warehouse stores multiple sources of data. The second difference is the addition of On-Line Analytical Processing (OLAP). OLAP and Data Warehouse are often thought of as one and the same. The difference is that the Data Warehouse focuses on importing and presenting raw data in a consistent and accurate manner. OLAP is the tool that allows the end-user to perform analytical analysis of that data. 


OLAP is considered a multidimensional data analysis tool. It enables summarized data from the Data Warehouse to be presented in many ways. OLAP allows data to be slice and diced, drilled down, and aggregated.  Often referred to as a Data Cube, this data can be analyzed  in many ways to give a specific view. That view can then be drilled up or down to give a more detailed analysis.


Multidimensional data representations, or cubes, consist of the following:

Fact- Facts are numerical measurements that represent a specific business aspect or activity. As an example, Sales Figures include numerical representations of product sales.

Dimensions- Dimensions are qualifying characteristics that provide additional perspectives to a given fact. As an example, sales have the dimensions of product, location, and time.
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Attribute- Dimension tables use attributes to enable searches and filter on facts. Examples include Product ID, Description, City, State, Month, Week, etc.

Figure 2. Example of Fact, Dimension, and Attribute
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Figure 3. Semantic Representation of a Dimensional Data Cube

Why would data be valuable when rendered in this format? The answer is the atomic nature of the data detail. Most data is stored at its smallest level, with no aggregation, summary, or averages. This allows for the discovery of answers or trends. As an example, lets say that for one week within the first month of 2006, your company ran TV ads for a certain product. How would you rate the effectiveness of the TV ads? If you only had sales spikes in-between weeks 1 and 2, would you see that information if sales were only aggregated on a quarterly basis? What about a monthly basis? The average over a month or three months,  might not justify the TV ads. 

However, if you were able to look at sales on a weekly, daily or even hourly basis, you might find that the TV campaign was very productive, with sales spiking during the week of TV advertising. Going further, you might be able to look at sales and see which TV station pulled the most sales with the same TV commercial. You could then spend your advertising money where it would get the most bang for the buck. 

Lets say that you also had detailed customer data as well. What if you could see what age group bought the products during the week of TV advertising? With this information, you could figure out which customer age group watches what TV stations and advertise accordingly. This capability to look at data at the atomic level helps support business decisions.


This is not to say that Data Warehouses don’t use summary or aggregate data. In many instances, loading the Warehouse with summary data greatly increases the speed at which queries can be processes. Which data to summarize is an important decision made when designing a Data Warehouse.

Our example of the TV advertising is a typical Business Decision support activity. It works because the end-user knows what they need to look at for the answers. The data can be used to justify or deny many business decisions provided the user knows to look for the right indicators. In many cases, there are other ways to use the Data Warehouse to benefit the company. OLAP has many tools that add to its value, among them is Data Mining.

Data mining identifies valid, potentially useful correlations and patterns in existing data. This knowledge discovery can use any combination of Expert Systems, Intelligent agent, fuzzy logic, statistical analysis of data, data visualization, decision trees, and multidimensional analysis to discover this data. The Knowledge Discover feature of Data Mining looks at data for such things as:

Association- What things are done together (Buying Diapers and Beer)

Sequences- What events occur over time (Buy a house, Buy Furniture, )

Classifications- Rules for recognizing patterns (Monday and Tuesday night have

half  the sales as Thursday night)

Clusters- Discovering and classifying new groups (Hispanic men over 30)

Forecasting- Predictions made based on series over time (Stock Market)

Examples of revelations that have been produced by Data Mining include:

● The discovery that men who buy diapers on Friday night will also buy beer.

● What makes a person more likely to payback a loan?

● People who buy SCUBA gear are highly likely to purchase an Australian vacation.


Nobody would ever think to look for these patterns in these examples on their own. They were all discovered through Data Mining software. Data Mining finds many patterns, however, not all are significant. These discoveries require humans to judge if they are of value. As an example, if you owned a travel agency, you might buy a mailing list of people who have recently bought SCUBA gear. You would be targeting your advertising dollar in this way. Could you use the information that men buy beer and diapers on Friday night? 

Not without sending a bad message about drinking and childcare. This is an interesting pattern, but not one that can be exploited by an ethical business.


Data Warehouse, OLAP, and Data Mining are used by many businesses to improve their performance, gain new customers, and increase profitability. Some real world examples of these companies include Anthem Blue Cross,  RBC Financial Group and AT & T.


Anthem Blue Cross and Blue Shield started as health insurer operating in Indiana in 1944. Over the years, they acquired other insurers and healthcare providers, all with their own disparate databases. Today they operate in 5 states and have other 6 million policyholders and 350,000 health care providers in their network. All these customers and providers represent data to the business. In 1995, Anthem contracted the NCR Corporation to build their Data Warehouse and consolidate all data sources. That represented a Data Warehouse with over 1.3 Terabytes of data.


This Data Warehouse enables Anthem to enhance the quality of patient care, deliver more responsive customer service, and reduce the cost of health care. As an example, a review of Coronary artery bypass surgery showed that certain providers had a superior success rate, when compared to others. By sending their patients to these providers, they reduced the mortality rate for this procedure from 4% to less than 1%.


Data Mining of the Warehouse also saves money by detecting fraud. 

When a certain provider’s pattern of payments greatly differed from the normal pattern, it was discovered that the provider had been paid $37,000.00 for a bogus claim. It was also discovered that the provider had been paid multiple times for the same service.



Lastly, the power of information allows Anthem to know specific information about procedures by region, product, and price. This allows for superior contract negotiation with Anthems 400 hospital providers.


A.T. & T. is a provider of communication services. In this particular case, they lease high-speed bandwidth to customers. These leases are based on Service Level Agreements (SLA) that call out specific levels of service, including downtime, repair time, and available bandwidth. Penalties to A.T. & T. start at $10,000.00 .


A.T. & T. has many fiber optic and microwave networks, all with individual customers with different SLA. They constantly have to balance fiber demand with customer usage, balancing their network to have as many customers as possible and still provide the guaranteed bandwidth and uptime.


A.T. & T. Data Warehouse contains network usage patterns, SLA , Open Trouble Ticket Data, and Communication Asset data. With this data, they can generate reports for each customer (Provider) including such information as Mean Time to Repair (MTTR) and the average number of trouble tickets opened and closed for a provider. 


A.T. & T. uses the Data Warehouse to identify network usage patterns, make better use of resources, improve the quality of service, and catch fraudulent activities. With this data, they can route customers automatically through paths to ease congestion while balancing the entire network demand.


RBC Financial Group is the largest commercial bank and financial services companies in Canada. RBC has over 14 million clients in over 31 countries throughout the world. 


The RBC Market Risk Management group is responsible for monitoring and regulating trading limits within the banks investment trading rooms. This means that they must monitor not just their trades and market position, but also monitor what is happening in the financial markets around the world. They must prepare for many “Worst-Case” scenarios for their investments and how to respond.


In order to prepare risk reports and analyze the market, the Data Warehouse works from 5PM to 8AM every night loading in processed trading data from markets around the world. This averages 5.5 Gigabytes of data processed daily into the Data Warehouse and 2 Gigabytes of that data is processed by Analysis Services(OLAP).

The end result is a set of risk reports that are viewed by managers in Toronto, New York, and Sydney. These managers need sufficient time to analyze the reports and act. Using the new Data Warehouse and Analysis Services (OLAP), they are able to cut the processing time in half for these reports.


Another added benefit of the Data Warehouse is that RBC now has terabytes of current and historical trading data for analysis. Using OLAP and Data Mining, they can use forecasting to take advantage market opportunities.


The success rate of implementing a Data Warehouse solution is historically bad. Much of this can be attributed to poor planning and definition of business needs. However, for the business that does succeed, 
the return on investment can be great. A well designed Data Warehouse system can allow businesses to retain and attract customers, Justify spending, and increase profits by recognizing opportunities.

References

Anon. (2005) OLAP. Retrieved on May 22, from


http://www.surfgold.com/corp/hub_articles_04olap.htm
Anon. (2005) RBC Financial Group- Leading Canadian Bank to Mitigate Global Risk

Exposure Using SQL Server 2005.  Retrieved on May 22, 2006 from 

http://www.microsoft.com/canada/casestudies/rbc.mspx
Chung, H., &  Gray, P. (1999) Special Section: Data Mining. Journal of Management

Information Systems. Vol. 16, No. 1, pp 11-16.

Gardner, S. (1998, September) Building the Data Warehouse.


Communications of the ACM, Vol 41, No. 9, 79-84.

Nieme, T., Hirvonen,  & L., Jarvelin, K. (2003) Multidimensional Data Model and 


Query Language for Informetrics. Journal of the American Society for 


Information Science and Technology, 54(10):939-951.

Ma, C., Chou, D.,  & Yen, D. (2000) Data warehousing, technology assessment

and management. Industrial Management and Data Systems. 

100/3(2000) pp 125-134.

Rob, P. & Coronel, C. (2002) Database Systems: Design, Implementation, and

Management (5th Edition). Boston: Course Technology

Sen, A. & Sinha, A. (2005) A comparison of Data Warehousing Methodologies.


Communications of the ACM, Vol 48, No. 3, 52-60.

Singhal, A. (2004) Design of a Data Warehouse System for Network/Web Services.
